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BUSINESS 
Provide an overview of your company including history of corporate ownership to present, current leadership, number of employees, list of affiliated companies and their relationships. 
What budget (as a share of revenue) is committed to research and development? 
What share of that is committed to enhancements versus maintenance? 
Please provide a list of your strategic technology, sales and business partnerships. 
How is the database solution priced (e.g. usage-based, subscription, node-based)? 
SUPPORT 
Can specific SLA guarantees and penalties be specified in contracts? 
What resources does the company provide to support POCs, pilots, and implementation? 
What services does the company offer via third parties? Is there a single point of contact for support or must the customer decide if a problem is infrastructure or application and call separate parties? 
What capabilities are provided by the platform to support streamlined migration from other platforms?
What specific migration guides and tools are provided? 
DATA MODEL 
Which version of the ANSI SQL standard does the database support? 
Does it support analytic and windowing functions? 
What DML operations (e.g. INSERT, UPDATE, MERGE, DELETE) are supported by the database? 
What support does the database provide for running concurrent DML operations and for DML operations concurrent with read-only queries (e.g. SELECT)? 
What JOIN operations (e.g. left, right, inner, outer, theta / inequality) are supported by the database? 
Are arbitrary expressions supported as JOIN conditions? 
Does the database support creation of views? Are views stored physically or calculated dynamically? 
What built-in functions and libraries are provided with the database? 
Are statistical functions (e.g. linear and geometric regression), bitwise aggregation, cardinality estimation, and sampling) included? 
What support does the database have for primary and foreign keys? What support does the database have for user-defined functions? 
What languages are supported for user-defined functions? 
QUERY OPTIMIZATION 
Can complex subqueries be written in any clause of a SQL statement? 
What support does the database provide for using procedural languages within or with the database? 
What languages are supported? 
Does the database support queries that reference multiple logical databases in a single query? 
Does the database specify time-versioned queries (i.e. queries that access data as it existed at a specific past point in time)? 
Can query results be persisted for later access? 
Does the database support columnar storage and processing of data? 
Does the database support vectorized processing of queries? 
What types of optimization (e.g. rules-based, cost-based) does the database support? 
What types of query optimizations are applied for non-relational data in the database (e.g. semi-structured data)? 
RESILIENCE, DURABILITY, AVAILABILITY 
What redundancy features are built into the platform for business continuity purposes? 
In what failure scenarios can the database recover automatically from server failures (e.g. can the database recover from loss of multiple compute nodes, can it recover from complete loss of a compute cluster)? 
What steps are required to recover from failure scenarios where the database cannot automatically recover? 
What happens to queries, loads, and transactions in progress at the time of a recoverable failure? 
How are availability and performance of the database affected during recovery? 
Describe the capabilities provided for data backup and/or replication and their impact on performance of the platform. 
What manual steps are required to back up or replicate data? 
What support is provided for replication to a separate datacenter? 
What is the process to recover data? In what scenarios can data be recovered instantly? 
At what level of granularity (e.g. database, table) can data be recovered? 
What support does the platform provide for failover to a different datacenter in the case of a datacenter outage? 
What manual steps are required for failover? 
MANAGEMENT 
What maintenance operations require planned downtime for the platform? 
In what cases do software upgrades, patches, and configuration changes require downtime? 
What steps are required to bring the system back online after planned downtime? 
Are maintenance operations (e.g. rebuilding indexes, repartitioning data, block reorganization, free space reclamation) automatically handled by the platform? 
Which maintenance operations require management by the customer? 
Which of these maintenance operations required downtime? 
What is the performance impact of operations that do not require downtime? 
What aspects of performance tuning (e.g. statistics updates, workload management, queue management) are automatically handled by the platform? 
Which require manual management? 
ARCHITECTURE 
Is the platform developed specifically for the cloud (i.e. not simply a cloud deployment of a software package or a managed services offering of an appliance)? 
Is the product an integrated offering inclusive of software and cloud infrastructure with a single point of billing and support? 
Does the platform architecture separate storage and compute?
DATA SUPPORT & TRANSFORMATION 
What data types are supported? Are array and structure datatypes supported? 
Are user-defined data types supported? 
What data formats (e.g. CSV, JSON, Avro, XML) can the database load directly in native form, without requiring prior transformation or static field extraction (i.e. fixed specification of fields to extract as relational columns)? 
Which data formats (e.g. CSV, JSON, XML) are automatically stored in optimized form inside the database? (This does not include storing non-relational formats such as XML or JSON in a string or LOB format) 
What support does the database provide for querying nonrelational data formats (e.g. JSON, Avro, XML)? 
Does the database support accessing relational and nonrelational data in a single query? 
Does the database provide the ability to clone a table, a schema, or an entire database with a statement? 
Does creation of a clone create a new copy of the data object? 
INTEGRATION / CONNECTIVITY 
To what level does the database conform to ODBC, JDBC, OLE-DB and other interface standards? 
What functionality does the database provide to support usage by applications (e.g. SOA data services)
PERFORMANCE 
Can the database parallelize a query to run on multiple CPUs at the same time to increase performance?
How does the database make use of memory to improve performance? Can data structures be stored in-memory? 
What capabilities does the database have to deliver consistent performance under varying concurrency and load? 
How many concurrent workloads can the database execute in parallel? 
How is data distributed within the database to optimize performance? 
Is data distribution static (configured when data is loaded and does not change until an explicit reconfiguration) or dynamic (data is automatically redistributed to optimize performance)? 
What manual management is required to optimize data distribution? 
Does the database provide native support or third-party support for query federation across on-premises and cloud-based databases? 
SCALE & CONCURRENCY 
Can data loads be run concurrently with database queries? 
What is the impact on performance of concurrent loading and querying? 
Does the database architecture support a scale-up or a scale-out approach to scaling? 
What resources (e.g. storage capacity compute power, etc.) can be scaled up and down without downtime? 
What steps are required to scale resources up and down? 
Do scaling operations impact performance of running queries? 
Is all database functionality (e.g. reads and writes) available during a scaling operation? 
How long does it take to scale resources up or down? 
Can the database automatically scale storage and compute to handle changing data volume, workload intensity, and concurrency? 
What manual steps are required to scale aspects that do not scale automatically? 
How quickly can the database take advantage of new resources when the system is scaled (e.g. storage or compute resources increased)? 
Can the database adapt to changes in environment and resources at any time, even between when the optimizer creates a query plan and when it is executed?
STORAGE 
Can the database (theoretically) run out of space? 
At what level of granularity can resources (e.g. storage, compute) be changed? 
Can storage and compute be scaled independently? 
What kinds of data encryption for storage of data are provided? 
Is data automatically encrypted or does it require manual configuration? 
What data compression techniques are supported by the database?
SECURITY 
What options are supported for management of encryption keys? 
Are user-provided keys supported? 
Is there an option for the database to automatically manage encryption keys? 
What granularity of access control is supported by the database (e.g. database level, table level, system-level)? 
What forms of user authentication are supported by the database? 
What mechanisms are provided by the database to hinder brute-force attacks? 
Does the database provide for account lockout after a specified number of incorrect login attempts? 
What certifications and audits (e.g. SOC, ISO, PCI, HIPAA) has the product and/or vendor completed? 
Does the vendor regularly perform penetration tests of the database offering? 
Is the platform available on leading cloud providers (MSFT, AWS, GCP)? 
Does the platform offer the ability to work with geospatial data types?
DATA SHARING 
What steps are required to securely share data within the platform? 
How does the platform offer an exchange for effectively sharing data in a controlled environment? 
Does the platform support Spark and Python as sources?
What capabilities does the platform for invoking functions developed outside of the platform? 
How does the platform support change data capture? Explain. 
How does the platform enable masking sensitive data? 
EXTENSIBILITY / OPENNESS 
What technology partners does the Company work with for data integration? 
What technology partners does the Company work with for data science? 
What technology partners does the Company work with for data cataloging and metadata management? 
What technology partners does the Company work with for business intelligence and visualization? 
How does the platform allow you to work with data directly within a data lake? Explain. 
What type of interface does the platform provide for simplifying how developers and analysts work with data?
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